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The goal of this expository paper is to bring forth the basic current elements of soft
computing (fuzzy logic, neural networks, genetic algorithms and genetic program-
ming) and the current applications in intelligent control. Fuzzy sets and fuzzy logic
and their applications to control systems have been documented. Other elements of
soft computing, such as neural networks and genetic algorithms, are also treated for
the novice reader. Each topic will have a number of relevant references of as many
key contributors as possible.
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1. Introduction

Zadeh (1965) wrote a seminal paper which introduced fuzzy sets: sets with flexi-
bly specified membership conditions. Such fuzzy sets can, for example, represent set
membership using linguistic terms such as ‘warm’ or ‘hot’, ‘high’ or ‘low’. Nearly a
decade later, Mamdani (1974) succeeded in applying fuzzy logic to a control prob-
lem. Today in Japan, the USA, Europe and Asia, the use of fuzzy logic is widely
accepted and applied. In many consumer products—washing machines, cameras and
automobile engines—fuzzy controllers are used to endow such devices with a degree
of intelligence, and to make them more user friendly. Among notable applications are
the control of subway systems, image stabilization of video cameras, image enhance-
ment and the autonomous control of helicopters.

Fuzzy set theory extends the precepts, definitions and axioms of classical set theory
by means of a degree of membership criterion which is wider than the classical
canonical value of zero or one. A fuzzy set can be defined as a collection of elements
in a universe of information where the boundary of the set contained in the universe
is ambiguous, vague or otherwise unsure. In contrast, classical sets are often referred
to as crisp. Detailed treatments of fuzzy set theory and some of its applications can
be found in Yager & Zadeh (1992), Jamshidi et al . (1993), Ross (1995), De Silva
(1995), Jamshidi (1997) and Zimmermann (1991).

Fu (1970) appears to have first coined the term intelligent control. For decades,
little attention was paid to such an ambitious approach. Recently, however, as the
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applications of automatic control have increased in importance, and as the computing
power available to apply it has dramatically increased, a number of approaches to
intelligent control are being investigated, under a general heading of soft computing
(Zadeh 1996). This term denotes a collection of methodologies that seek to integrate
hard (arithmetical) computing, reasoning and decision making into a framework
trading off precision and uncertainty. The principal methodologies used are fuzzy
logic, neural networks (NNs) and genetic algorithms.

An intelligent (or autonomous) control system can be regarded as one in which
classical control theory is combined with artificial intelligence (AI) and possibly
operations research. Two approaches to intelligent control have been developed. One
approach combines expert systems in AI with differential equations to create so-called
expert control, while the other integrates discrete event systems (Markov chains) and
differential equations (Ross 1995). The first approach, although practically useful, is
difficult to analyse because of the different natures of differential equations (based on
mathematical relations) and AI expert systems (based on symbolic manipulations).
The second approach, on the other hand, has a well-developed theory, but one which
is too complex for many practical applications. A new approach and a change of
course is, therefore, needed. One can regard an intelligent control system as one
in which a physical system, or a mathematical model of it, is being controlled by
a combination of a knowledge-base, approximate (human-like) reasoning, and/or
a learning process structured in a hierarchical fashion. Under this definition, any
control system which involves fuzzy logic, NNs, and expert learning schemes, genetic
algorithms, genetic programming or any combination of these, would be designated
as intelligent control.

2. Fuzzy controllers

Among the many applications of fuzzy sets and fuzzy logic, fuzzy control is per-
haps the most common. Most industrial fuzzy logic applications in Japan, the US
and Europe fall under a heading of fuzzy control. The reasons for the success of
fuzzy control are both theoretical and practical (Jamshidi et al . 1993, 1997). From a
theoretical point of view, a fuzzy logic rule-base can be used to identify both a model,
regarded as a ‘universal approximation’, and a nonlinear controller. The most rele-
vant information about any system comes from one of three sources: a mathematical
model, sensory input/output data, and human expert knowledge. The common fac-
tor in all these three sources is knowledge. For many years, classical control designers
began their effort with a mathematical model and did not go any further in acquiring
more knowledge about the system, i.e. designers put their entire trust in a mathe-
matical model, the accuracy of which may sometimes have been in question. Today,
control engineers can use all of the above sources of information. In addition to a
mathematical model whose use is clear, numerical (input/output) data can be used
to develop an approximate model (input/output nonlinear mapping) as well as a
controller, based on acquired fuzzy IF–THEN rules.

Some researchers and teachers of fuzzy control systems subscribe to the notion
that fuzzy controls should always use a model-free design approach and, hence, give
the impression that a mathematical model is irrelevant. If a mathematical model
does exist, it should be the first source of knowledge used in building the entire
knowledge base. From a mathematical model, using simulation for example, one can
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Figure 1. Conceptual definition of a fuzzy control system.

further extend the knowledge base. Using an expert operator’s knowledge, which
comes in the form of a set of linguistic or semi-linguistic IF–THEN rules, the fuzzy
controller designer would get maximal advantage in using every bit of information
about the system during the design process.

On the other hand, it is quite possible that a system, such as a high-dimensional
large-scale system, is so complex that a reliable mathematical model either does not
exist or is very costly to attain. This is where fuzzy control (autonomous or intelligent
control) can be useful. Fuzzy control approaches these problems through a set of local
humanistic (expert-like) controllers governed by linguistic fuzzy IF–THEN rules. In
short, fuzzy control falls into the category of intelligent controllers, which are not
solely model based, but rather, knowledge based. From a practical point of view,
fuzzy controllers, which have appeared in industry and in manufactured consumer
products, are easy to understand, simple to implement and inexpensive to develop.
Because fuzzy controllers emulate human control strategies, even those who have no
formal background in control easily understand them. These controllers are also very
simple to implement.

(a) Basic definitions

A common definition of a fuzzy control system is that it is a system which emulates
a human expert. In this situation, the knowledge of the human operator would be put
in the form of a set of fuzzy linguistic rules. These rules would produce approximate
decisions, just as a human would. Consider figure 1, where a block diagram for this
definition is shown. The human operator observes quantities by observing the inputs,
i.e. reading a meter or measuring a chart, and performs a definite action (e.g. pushes
a knob, flips a switch, closes a gate, or replaces a fuse), thus leading to a crisp action,
shown here by the output variable y(t). The human operator can be replaced by a
combination of a fuzzy rule-based system (FRBS) and a block called a defuzzifier.
The input sensory (crisp or numerical) data are fed into the FRBS, where physical
quantities are represented or compressed into linguistic variables with appropriate
membership functions. These linguistic variables are then used in the antecedents
(IF part) of a set of fuzzy rules within an inference engine, resulting in a new set of
fuzzy linguistic variables or consequents (THEN part). Variables are then denoted in
this figure by z, and are combined and changed to a crisp (numerical) output y∗(t),
which represents an approximation to actual output y(t).

A fuzzy controller consists of three operations: fuzzification, inference, and defuzzi-
fication.

Before a formal description of fuzzification and defuzzification processes is made,
let us consider a typical structure of a fuzzy control system, which is presented
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Figure 2. Block diagram for the laboratory implementation of a fuzzy controller.

in figure 2. As shown, the sensory data go through two levels of interface, i.e. the
analog-to-digital and the crisp-to-fuzzy interfaces and, at the other end in reverse
order, fuzzy to crisp and digital to analog.

Another component for a fuzzy control system is fuzzy inference, connected to
a knowledge base, in a supervisory or adaptive mode (Wang 1999; Jamshidi 1997).
Here, a classical crisp controller (often an existing one) is left unchanged, but, through
a fuzzy inference engine or a fuzzy adaptation algorithm, the crisp controller is altered
to cope with the system’s unmodelled dynamics, disturbances, or plant parameter
changes much like a standard adaptive control system.

The fuzzification operation, or the fuzzifier unit, represents a mapping from a crisp
point x = (x1, x2, . . . , xn)T ∈ X into a fuzzy set A ∈ X, where X is the universe
of discourse and superscript ‘T’ denotes vector or matrix transposition. There are
normally two categories of fuzzifiers in use: singleton and no-singleton. A singleton
fuzzifier has one point (value) xp as its fuzzy set support, i.e. the following relation
governs the membership function:

µA(x) =

{
1, x = xp ∈ X,

0, x �= xp ∈ X.
(2.1)

The no-singleton fuzzifiers are those in which the support is more than a point.
Examples of these fuzzifiers are triangular, trapezoidal, Gaussian, etc. In these fuzzi-
fiers µA(x) = 1 at x = xp, where xp may be one or more than one point, and then
µA(x) decreases from unity as x moves away from xp, that is, away from the ‘core’
region to which xp belongs such that µA(xp) remains unity.

(b) Inference engine

The cornerstone of any expert controller is its inference engine, which consists of
a set of expert rules that reflect the knowledge base and reasoning structure of the
solution of any problem. A fuzzy (expert) control system is the heart of the nonlinear
fuzzy controller. A typical fuzzy rule can be composed as (Wang 1999)

IF A is A1 AND B is B1 OR C is C1, THEN U is U1, (2.2)

where A, B, C and U are fuzzy variables, A1, B1, C1 and U1 are fuzzy linguistic
values (membership functions or fuzzy linguistic labels), ‘AND’, ‘OR’, and ‘NOT’
are connectives of the rule. The rule in equation (2.2) has three antecedents and
one consequent. Typical fuzzy variables may in fact represent physical or system
quantities such as ‘temperature’, ‘pressure’, ‘output’, ‘elevation’, etc., and typical
fuzzy linguistic values (labels) may be ‘hot’, ‘very high’, ‘low’, etc. The portion
‘very’ in a label ‘very high’ is called a linguistic hedge. Other examples of a hedge
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Figure 3. Graphical executions of two fuzzy rules through max-min inferencing:
(a) rule 1; (b) rule 2.

are ‘much’, ‘slightly’, ‘more’, ‘less’, etc. The above rule is known as Mamdani type
rule. In Mamdani rules, the antecedents and the consequent parts of the rule are
expressed using linguistic labels. In general, in fuzzy system theory, there are many
forms and variations of fuzzy rules, some of which will be introduced here. Another
form comprises Takagi–Sugeno (TS) rules in which the consequent part is expressed
as an analytical expression or equation.

Two cases will be used to illustrate the process of inferencing graphically. In the
first case, the inputs to the system are crisp values and we use a max-min inference
method. In the second case, the inputs to the system are also crisp, but we use a
max-product inference method. There could also be cases where the inputs are fuzzy
variables.

Consider the rule

IF x1 is Ai
1 AND x2 is Ai

2, THEN yi is Bi, for i = 1, 2, . . . , l, (2.3)

whose consequent is not a fuzzy implication, where Ai
1 and Ai

2 are the fuzzy sets
representing the ith-antecedent pairs, and Bi are the fuzzy sets representing the ith
consequent, and l is the number of rules.

(i) Case 2.1

Inputs x1 and x2 are crisp values, and a max-min inference method is used. Based
on the Mamdani implication method of inference, and for a set of disjunctive rules,
i.e. rules connected by the OR connective, the aggregated output for the l rules
presented in equation (2.3) will be given by

µBi(y) = max
i

[min[µAi
1
(x1), µAi

2
(x2)]], for i = 1, 2, . . . , l. (2.4)

Figure 3 is an illustration of equation (2.4), for l = 2, where A1
1 and A1

2 refer to
the first and second fuzzy antecedents of the first rule, respectively, and B1 refers
to the fuzzy consequent of the first rule. Similarly, A2

1 and A2
2 refer to the first and
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Figure 4. Graphical execution of two fuzzy rules through max-product inferencing:
(a) rule 1; (b) rule 2.

second fuzzy antecedents of the second rule, respectively, and B2 refers to the fuzzy
consequent of the second rule. Because the antecedent pairs used in the general form
presented in equation (2.3) are connected by a logical AND, the minimum function
is used. For each rule, the minimum value of the antecedent propagates through and
truncates the membership function for the consequent. This is shown graphically for
each rule. Assuming that the rules are disjunctive, the aggregation operation ‘max’
results in an aggregated membership function comprised of the outer envelope of the
individual truncated membership forms from each rule. To compute the final crisp
value of the aggregated output, defuzzification is used.

(ii) Case 2.2

Inputs x1 and x2 are crisp values, and the max-product inference method is used.
Based on the Mamdani implication method of inference, and for a set of disjunctive
rules, the aggregated output for the l rules presented in equation (2.3) is given by

µBi(y) = max
i

[µAi
1
(x1) · µAi

2
(x2)], for i = 1, 2, . . . , l. (2.5)

In a similar fashion to case 2.1, figure 4 illustrates equation (2.5), for l = 2, where
all terms are defined in case 2.1.

(c) Defuzzification

Defuzzification is the third important element of any fuzzy controller. A centre-of-
gravity defuzzifier is the most common. In this method the weighted average of the
membership function or the centre of gravity of the area bounded by the membership
function curve is computed as the most typical crisp value of the union of all output
fuzzy sets

yc =
∫

y · µA(y) dy∫
µA(y) dy

. (2.6)

There are many other approaches for defuzzification, but this is the most common
and most appropriate due to its simplicity and accuracy in practice (Ross 1995;
Jamshidi 1997).

Phil. Trans. R. Soc. Lond. A (2003)

 on 1 October 2009rsta.royalsocietypublishing.orgDownloaded from 

http://rsta.royalsocietypublishing.org/


Tools for intelligent control 1787

(d) Fuzzy control design

One of the first steps in the design of any fuzzy controller is to develop a knowledge
base for the system which will eventually lead to an initial set of rules. There are
at least five different methods of generating a fuzzy rule base (Wang 1999; Jamshidi
1997):

(i) simulate the closed-loop system through its mathematical model (if available);

(ii) interview an operator who has had many years of experience controlling the
system;

(iii) generate rules through an algorithm using numerical input/output data of the
system via approaches like fuzzy clustering;

(iv) use learning or optimization methods such as NNs or genetic algorithms (see
§ 4) to create the rules;

(v) in the absence of all of the above, if a system does exist, experiment with it
in the laboratory or factory setting and gradually gain enough experience to
create the initial set of rules.

(e) Analysis of fuzzy control systems

Consider a typical TS (Tanaka & Sugeno 1992) fuzzy plant model represented by
implication P i by the following rules:

P i : IF x(k) is Ai
1 AND . . . x(k − n + 1) is Ai

n AND u(k) is Bi
1 AND . . .

AND u(k − m + 1) is Bi
n,

THEN xi(k + 1) = ai
0 + ai

1x(k) + · · · + ai
nx(k − n + 1) + bi

1u(k)

+ · · · + bi
nu(k − m + 1),




(2.7)
where P i (i = 1, 2, . . . , l) is the ith implication, l is the total number of implications,
ai

p (p = 1, 2, . . . , n) and bi
q (q = 1, 2, . . . , m) are constant consequent parameters,

k denotes time sample, x(k), . . . , x(k − n + 1) are input variables and n and m
are the number of antecedents for states and inputs, respectively. The terms Ai

p

and Bi
p are fuzzy sets with piecewise-continuous polynomial membership functions,

which consist of a finite number of linear and continuous functions over a set of
corresponding intervals (Jamshidi 1997; Tanaka & Sugeno 1992).

Given the inputs

x(k) ≡ [x(k)x(k − 1) . . . x(k − n + 1)]T,

u(k) ≡ [u(k)u(k − 1) . . . u(k − m + 1)]T,

}
(2.8)

and using the above vector notation, equation (2.7) can be represented in the form

P i : IF x(k) is Ai AND u(k) is Bi

THEN xi(k + 1) = ai
0 +

n∑
p=1

ai
px(k − p + 1) +

m∑
q=1

bi
qu(k − q + 1),


 (2.9)
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where Ai ≡ �Ai
1A

i
2 . . . Ai

n�T, Bi ≡ �Bi
1B

i
2 . . . Bi

m�T, and ‘x(k) is Ai’ are equivalent
to antecedent ‘x(k) is Ai

1 AND . . .x(k − n + 1) is Ai
n’.

The final defuzzified output of the inference is given by a weighted average of
xi(k + 1) values,

x(k + 1) =
∑l

i=1 wixi(k + 1)∑l
i=1 wi

, (2.10)

where it is assumed that the denominator of equation (2.10) is positive, and xi(k+1)
is calculated from the ith implication, and the weight wi refers to the overall truth
value of the ith implication premise for the inputs in equation (2.10). More details on
transfer function, block diagram reduction and pole placement of TS fuzzy control
systems can be obtained in the relevant literature (Jamshidi 1983; Tanaka & Sugeno
1992).

(f ) Stability of fuzzy control systems

One of the most important issues in any control-system analysis—fuzzy or
otherwise—is stability. The stability of fuzzy control systems has been contentious,
and no globally acceptable criterion has been found. A recent collection of work pub-
lished by Aracil & Gordillio (2000) is a useful step towards this goal. The issue of
stability is of great importance when questions of safety, lives and environment are
at stake, as in such systems as nuclear reactors, traffic systems and autopilots. The
stability test for fuzzy control systems, or lack of it, has been a subject of criticism
in the control engineering literature (Aracil & Gordillio 2000; IEEE Control Systems
Magazine 13 1993).

A fuller discussion of this topic can be found in Jamshidi (1997), Jamshidi & Titli
(1995) and in Aracil & Gordillio (2000), where the works of 16 groups of researchers
on fuzzy control systems have been presented. Two examples are Kang & Park
(2000), where the authors have presented a graphical approach based on a multi-
variable circle criterion, and a numerical approach by the linear matrix inequality
(LMI) and the use of TS models for the plant under consideration. Aracil & Gordillio
(2000) have used classical systems-analysis techniques, such as the harmonic balance
method, for fuzzy control of nonlinear systems. Stability has also been investigated
through the Lyapunov approach (Jamshidi 1997) and input–output conicity (Aracil
& Gordillio 2000).

3. Neural networks

During the 1940s, researchers seeking to mimic the function of the human brain
developed simple hardware (and later software) models of biological neurons and
their interactions. McCulloch & Pitts (1943) published the first systematic study of
such an artificial NN. Four years later, the same authors explored network paradigms
for pattern recognition using a single-layer perceptron (Pitts & McCulloch 1947). In
the 1950s and 1960s, a group of researchers combined these biological and psycho-
logical insights to produce the first artificial neural network (ANN) (McClelland
& Rumelhart 1986; Rosenblatt 1961). Initially implemented as electronic circuits,
ANNs were later converted into computer simulations. However, Minsky & Papert
(1969) later challenged such an approach. They believed that intelligent systems
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are essentially symbol processors of a kind readily modelled as a Von Neumann
computer. For a variety of reasons, the symbolic-processing approach became the
dominant paradigm. Moreover, the perceptron as proposed by Rosenblatt turned
out to be more limited than first expected (Zilouchian & Jamshidi 2001). Although
further investigations in ANNs continued during the 1970s by researchers such as
Grossberg, Kohonen, Widrow and others, their work received relatively little atten-
tion. The primary factors for a recent resurgence of interest in the area of NNs are
an extension of works by Rosenblatt, Widrow and Hoff dealing with learning in a
complex, multi-layer network, Hopfield’s mathematical foundation for understanding
the dynamics of an important class of networks, and the availability of much faster
computers than those of the 1950s and 1960s.

The interest in NNs comes from such networks’ ability to mimic the human brain
function as well as an ability to learn and respond. As a result, NNs have been used
in a large number of applications and have proven to be effective in performing com-
plex functions in a variety of fields. These include pattern recognition, classification,
vision, control systems and prediction (Widrow & Hoff 1966; Fausett 1994). Adap-
tation or learning is a major focus of neural net research and provides a degree of
robustness to the NN model. In predictive modelling, the goal is to map a set of input
patterns onto a set of output patterns. NNs accomplish this task by learning from
a series of input/output datasets presented to the network. The trained network is
then used to apply what it has learned to approximate or predict the corresponding
output (Haykin 1999).

(a) The rationale for using NNs in engineering

In general, ANNs are composed of many simple elements emulating various
brain components. They exploit massively parallel local-processing and distributed-
representation properties that are believed to exist in the brain. Among many
researchers a major motivation for introducing ANNs has been the exploration
and reproduction of human information-processing tasks such as speech, vision and
knowledge processing and motor control. The attempt to organize such information-
processing tasks highlights a comparison between the information-processing capabil-
ities of a human and computer hardware. The difference between these two opposing
capabilities can be traced to the different processing methods that each employs. Dig-
ital computers rely upon algorithm-based programs that operate serially, controlled
by a central processing unit, and store the information at a particular location in
their memory. On the other hand, the brain relies on highly distributed representa-
tions and transformations that operate in parallel, distribute control through billions
of highly interconnected neurons or processing elements, and store information in
various connections called synapses.

During the last decade, various NN structures have been proposed by researchers
in order to emulate such human brain capabilities. In general, NNs are composed
of many simple elements operating in parallel. The network function is determined
largely by the connections between these elements. NNs can be trained to perform
complex functions due to the nature of their nonlinear mappings of input to output
datasets.

In recent years, NNs have been applied successfully to many fields of engineering,
including aerospace, digital signal processing, electronics, robotics, machine vision,
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Figure 5. A biological neuron.

speech, manufacturing, transportation, controls and medical engineering (Youze-
fizadeh & Zilouchian 2001; Rosenblatt 1961; Kosko 1992; Miller et al . 1990; Zurada
1992; Lippmann 1987; Linkens 1994; Ham & Kostanic 2001; Kohonen 1988; Gupta
& Sinha 1996; Miller 1994; Liu et al . 1989; Eckmiller 1989; Bawazeer 1996; Narenda
& Parthasarathy 1990; Antsaklis 1990).

(b) Structure of biological neurons

The human nervous system can be regarded as a hugely complex NN. The brain is
the central element of the human nervous system, consisting of nearly 1010 biological
neurons, which are connected to each other through sub-networks. Each neuron in
the brain is composed of a body, one axon and a multitude of dendrites. The neuron
model shown in figure 5 serves as the basis for the artificial neuron. The dendrites
receive signals from other neurons. The axon can be considered as a long tube, which
divides into branches terminating in little end bulbs. The small gap between an end
bulb and a dendrite is called a synapse. The axon of a single neuron forms synap-
tic connections with many other neurons. Depending upon the type of neuron, the
number of synapses connections from other neurons may range from a few hundred
to 104.

The cell body of a neuron sums the incoming signals from dendrites as well as
the signals from numerous synapses on its surface. A particular neuron will send an
impulse to its axon if sufficient input signals are received to stimulate the neuron
to its threshold level. However, if the inputs do not reach the required threshold,
the input will quickly decay and will not generate any action. The biological neuron
model is the foundation of an artificial neuron model (Youzefizadeh & Zilouchian
2001).

(c) Elements of NNs

An artificial neuron, as shown in figure 6, is the basic element of an NN. It consists
of three basic components: weights, thresholds and a single activation function.

(i) Weighting factors

The values W1, W2, W3, . . . , Wn are weight factors associated with each node to
determine the strength of an input row vector X = [x1x2x3 . . . xn]T. Each input
is multiplied by the associated weight of the neuron connection to give an inner
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Figure 6. Basic elements of an artificial neuron.

product XTW . Depending upon the activation function, if the weight is positive,
XTW commonly excites the node output, whereas, for negative weights, XTW tends
to inhibit the node output.

(ii) Threshold

The node’s internal threshold θ is the magnitude offset that affects the activation
of the node output y as y =

∑
(XiWi) − θk for i = 1, . . . , n.

(iii) Activation function

An activation function performs a mathematical operation on the signal output.
Sophisticated activation functions can be used depending upon the type of problem
to be solved by the network. The activation function can take on a variety of forms
such as linear, threshold, piecewise linear and tangent hyperbolic forms (Jamshidi
1997), but the most popular one is a sigmoidal function. It is a mathematically well
behaved, differentiable and strictly increasing function. A sigmoidal transfer function
can be written in the form

f(x) =
1

1 + e−αx
, 0 � f(x) � 1,

where α is the shape parameter of the sigmoid function. This function is continuous
and differentiable.

(d) Adaline

The Adaline (adaptive linear element) consists of a single neuron of the McCul-
loch–Pitts type, where its weights are determined by a normalized least-mean-square
(LMS) training law. The LMS learning algorithm was originally proposed by Widrow
& Hoff (1966). This learning rule is also referred to as the Delta rule. It is a well-
established supervised training method that has been used over a wide range of
diverse applications (McClellan & Rumelhart 1986; Rosenblatt 1961; Nekovic & Sun
1995; Echauz & Vachtsevanos 1994). Curve-fitting approximations can also be used
for training an NN (Nekovic & Sun 1995). The learning objective of curve fitting is to
find a surface that best fits to the training data. More details on Adaline can be found
in Zilouchian & Jamshidi (2001), Widrow & Hoff (1966), McClelland & Rumelhart
(1986), Rosenblatt (1961), Nekovic & Sun (1995) and Echauz & Vachtsevanos (1994).

Phil. Trans. R. Soc. Lond. A (2003)

 on 1 October 2009rsta.royalsocietypublishing.orgDownloaded from 

http://rsta.royalsocietypublishing.org/


1792 M. Jamshidi

*
*

_

+

X1
w1

w2

Wn

function
X2

Xn

Σ

activation

Σ

output

desired
output

error

X0

w0

Figure 7. A perceptron with a sigmoidal activation function.

(e) Single-layer perceptron

The original idea of the perceptron was developed by Rosenblatt in the late 1950s,
along with a convergence procedure to adjust the weights. In Rosenblatt’s perceptron,
the inputs were binary and no bias was included. It was based on the McCulloch–
Pitts model of the neuron with a hard limitation activation function. The single-layer
perceptron as shown in figure 7 is very similar to Adaline except for the addition of
an activation function.

Connection weights and the threshold in a perceptron can be fixed or adapted using
a number of different algorithms. Here the original perceptron-convergence procedure
as developed by Minsky & Papert (1969) is described. First, connection weights
W1, W2, . . . , Wn and the threshold value W0 are initialized to small non-zero values.
Then, a new input set with N values is received through sensory units (measurement
devices) and the input is computed. Connection weights are only adapted when
an error occurs. This procedure is repeated until the classification of all inputs is
completed.

(f ) Linear classification

Consider two input patterns classes, C1 and C2. The weight adaptation at the kth
training phase is as follows.

(i) If the kth member of the training vector x(k) is correctly classified, no cor-
rection action is needed for the weight vector. Since the activation function is
selected as a hard limiter, the following conditions will be valid:

W (k + 1) = W (k) if output > 0 and x(k) ∈ C1.

(ii) Otherwise, the weight should be updated in accordance with the following rule:

W (k + 1) = W (k) + ηx(k) if output � 0 and x(k) ∈ C1,

W (k + 1) = W (k) − ηx(k) if output � 0 and x(k) ∈ C2.

Here η is the learning rate parameter, which should be selected between 0
and 1.
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Figure 8. Multi-layer perceptron.

(g) Perceptron algorithm

The perceptron learning algorithm (Delta rule) can be summarized as follows.

(1) Initialize the weights W1, W2, . . . , Wn and threshold θ to small random values.

(2) Present new input X1, X2, . . . , Xn and desired output dk.

(3) Calculate the actual output based on the following formula:

yk = fh

( n∑
i=1

(XiWi) − θk

)
. (3.1)

(4) Adapt the weights according to the following equation:

Wi(new) = Wi(old) + η(dk − yk)xi, 0 � i � N, (3.2)

where η is a positive gain fraction less than unity and dk is the desired out-
put. Note that the weights remain the same if the network makes the correct
decision.

(5) Repeat the procedures in steps 2–4 until the classification task is completed.

(h) Multi-layer perceptrons

Multi-layer perceptrons represent a generalization of the single-layer perceptron.
Multi-layer perceptrons can form arbitrarily complex decision regions and can sepa-
rate various input patterns. The capability of the multi-layer perceptron stems from
the nonlinearities used within the nodes. If the nodes were to be linear elements, then
a single-layer network with appropriate weight could be used instead of two- or three-
layer perceptrons. Figure 8 shows a typical multi-layer perceptron NN structure. It
consists of the following layers.

Input layer: a layer of neurons that receives information from external sources and
passes this information to the network for processing. These may be either sensory
inputs or signals from other systems outside the one being modelled.
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Figure 9. An example of a multi-layer perceptron.

Hidden layer: a layer of neurons that receives information from the input layer
and processes them in a hidden way. It has no direct connections to the outside
world (inputs or outputs). All connections from the hidden layer are to other layers
within the system.

Output layer: a layer of neurons that receives processed information and sends
output signals out of the system.

Bias acts on a neuron like an offset. The function of the bias is to provide a
threshold for the activation of neurons. The bias input is connected to each of the
hidden and output neurons in a network.

(i) Input–output mapping

The input/output mapping of a network is established according to the weights
and the activation functions of their neurons in input, hidden and output layers.
The number of input neurons corresponds to the number of input variables in the
NN, and the number of output neurons is the same as the number of desired output
variables. The number of neurons in the hidden layer(s) depends upon the particular
NN application. For example, consider the following two-layer feed-forward network
(figure 9) with three neurons in the hidden layer and two neurons in the second layer.

As is shown, the inputs are connected to each neuron in the hidden layer via
their corresponding weights. A zero weight indicates no connection. For example, if
W23 = 0, it is implied that no connection exists between the second input (i2) and
the third neuron (n3). Outputs of the last layer are considered as the outputs of the
network.

The structure of each neuron within a layer is similar to the architecture as
described earlier. Although the activation function for one neuron could be differ-
ent from other neurons within a layer, for structural simplicity, similar neurons are
commonly chosen within a layer. The input datasets (or sensory information) are
presented to the input layer. This layer is connected to the first hidden layer. If there
is more than one hidden layer, the last hidden layer will be connected to the output
layer of the network.

4. Genetic algorithms

Simulated evolution is becoming a method of choice for complex problem solving
when more traditional methods cannot be efficiently applied or produce unsatisfac-
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tory solutions (Zilouchian & Jamshidi 2001; Dozier et al . 2001). It has been shown to
be a robust method for developing solutions to a wide variety of complex optimiza-
tion and machine learning problems (Davis 1991; Fogel 1995; Holland 1975; Koza
1992).

Evolutionary computation (EC) is devoted to the study of problem solving via sim-
ulated evolution. Over the past three decades the field of EC has itself been evolving.
Originally, the first generation of EC consisted of three evolution-based paradigms:
evolution strategies (Spears et al . 1993), evolutionary programming (Bäck et al .
1991), and GAs. Each of these evolutionary techniques was developed for solving
distinct problems (Dozier et al . 2001; Fogel et al . 1966; De Jong & Spears 1993).

The second generation of EC techniques consisted of a number of new paradigms.
The two most prominent second-generation ECs were methods that evolved popu-
lations of data structures rather than string representations (Koza 1992), and GAs
that evolved populations of programs (known as genetic programming) (Koza 1992).
At present, a third generation of ECs has emerged with the addition of cultural
algorithms (De Garis 1990), DNA-based computing (Reynolds 1994), particle-swarm
optimization (Adleman 1994), and ant-colony optimization (Zilouchian & Jamshidi
2001). Each of these methods, like the other ECs of previous generations, has been
used to solve a wide variety of problems.

(a) Overview

GAs (Goldberg 1989) differ from more traditional search algorithms, as do all EC
techniques, in that they work with a number of candidate solutions rather than just
one candidate solution or partial solution. Each candidate solution of a problem is
represented by a data structure known as an individual. An individual has two parts:
a chromosome and a fitness value. The chromosome of an individual is made up of
genes. The values that can be assigned to a gene of a chromosome are referred to as
the alleles of that gene. A group of individuals collectively comprises a population.
For most GAs, the size of the population remains constant for the duration of the
search.

Individuals selected from the current population, called parents, are selected on
their fitness and are allowed to create offspring. Usually, individuals with above-
average fitness have an above-average chance of being selected. After selection, repro-
ductive operators such as crossover and mutation are applied to the parents. In
crossover, parents contribute copies of their genes to create a chromosome for an
offspring. This is analogous to the way offspring of living organisms are created as
a genetic mixture of their parents. Mutation requires only one parent. An offspring
created by mutation usually resembles its parent with the exception of a few altered
genes.

After the children have been created, the candidate solutions that they represent
are evaluated, and each child receives a fitness value. Before the children can be
added to the population, some individuals in the current population must die and
be removed to make room for the children. Usually, individuals are removed based
on their fitness, with below-average individuals having an above-average chance of
being selected to die. This process of allowing individuals to procreate or die, based
on their relative fitness, is called natural selection. Individuals that are fitter are
allowed to live longer and procreate more often.
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individual 
chromosome: 00101 
fitness = 1.35 

d(2,1,5,00101) = 1.16 f(1.16) = 1.35 

individual
chromosome: 00101
fitness = ??? 

Figure 10. The fitness assignment process for binary-coded chromosomes (bu = 2, bl = 1, l = 5).

An interesting aspect of GAs (and EC in general) is that the initial population
of individuals need not be very good candidate solutions. In fact, each individual
of an initial population usually represents a randomly generated candidate solution.
By repeatedly applying selection and reproduction, GAs evolve satisfactory solutions
quickly and efficiently.

GAs can be characterized in terms of eight basic attributes: the genetic representa-
tion of candidate solutions; the population size; the evaluation function; the genetic
operators; the selection algorithm; the generation gap; the amount of elitism used;
and the number of duplicates allowed.

(b) GA representations

For most GAs, candidate solutions are represented either by binary- or real-coded
chromosomes. In binary-coded chromosomes (Zilouchian & Jamshidi 2001; Dozier
et al . 2001), every gene has two alleles. In real-coded chromosomes (Kosko 1992;
Koza 1992; Goldberg 1989), each variable of a chromosome is represented by one
gene. These genes may be assigned any value from a k-valued set of alleles. Thus, for
real-coded chromosomes the set of alleles corresponds to the domain of values that
can be assigned to a variable (gene).

It is difficult to compare these two types of representation, because one representa-
tion may be more appropriate to a specific form of problem than the other. However,
a large amount of research has been done on binary-coded GAs. Real-coded rep-
resentations have the advantage of being closer to the way candidate solutions are
expressed in a problem. Real-coded representations typically allow for more accurate
solutions.

(c) Population size

The population size (Eshelman & Schaffer 1993) is the number of individuals that
are allowed in the population maintained by a GA. If the population size is too
large, the GA tends to takes longer to converge upon a solution. However, if the
population size is too small, the GA is in danger of premature convergence upon a
suboptimal solution. This is primarily because there may not be enough diversity in
the population to allow the GA to escape local optima.

(d) Fitness function

The evaluation function of a GA is used to determine the fitness of an individual.
Figures 10 and 11 show the process that most GAs go through in assigning a fitness
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parent 1 1 0 0 0 0 1 0

1 1 1 0 0 0 1parent 2

child 1

child 2

1 0 0 0 0 0 1

1 1 1 0 0 1 0

Figure 11. An example of single-point crossover between the third and fourth genes.

value to an individual. The evaluation function used in figures 10 and 11 determines
the fitness of an individual to be f(d(x)) = d(x)2, where the evaluation function is
f(x) = x2 for 2 � x � 1.

For binary-coded representations, d(bu, bl, l, x) = (bu − bl) decode(x)/(2l) − 1 + bl,
where bu denotes the upper bound of an input value to the evaluation function f ,
bl denotes the lower bound of an input value to the evaluation function f , decode
returns the integer equivalent of the binary representation, and l denotes the user
specified length of the chromosome.

In figure 10, the binary-coded chromosome, also known as a genotype, of an indi-
vidual must first be decoded into a candidate solution, or phenotype (Davis 1991),
which the individual represents. Next, the candidate solution is evaluated and the
result of the evaluation is assigned as the fitness of the individual.

(e) GA operators

Offspring are created as a result of applying genetic operators to individuals that
are selected to be parents. There are basically two types of operators used in genetic
algorithms: crossover and mutation (Fogel 1995). Crossover operators create offspring
by recombining the chromosomes of selected parents. Mutation is used to make small
random changes to a chromosome in an effort to add diversity to the population.

Genetic operators tend to be problem specific; however, the two crossover operators
that will be presented have enjoyed a fair amount of success on a variety of different
problems. These operators were originally developed for binary-coded representations
but can be applied to real-coded representations as well.

(f ) Single-point crossover

The most common type of crossover operator is called the single-point crossover
(Dozier et al . 2001). This operator takes two parents and randomly selects a single
point between two genes to cut both chromosomes into two parts. This point is
known as a cut point. The crossover operator then takes the first part of the first
parent and combines it with the second part of the second parent to create the first
child. Then, in similar fashion, the crossover operator takes the second part of the
first parent and combines it with the first part of the second parent to create a
second child. Figure 11 shows an example of how the single-point crossover operator
works. The cut point in figure 11 is between the third and fourth genes. The first
three genes of parent 1 are combined with the last four genes of parent 2 to create
child 1. To create child 2, the first three genes of parent 2 are combined with the
last four genes of parent 1. Note that that single-point crossover can only generate
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parent 1 1 0 0 0 0 1 0

1 1 1 0 0 0 1parent 2

child 1 1 0 1 0 0 1 1

Figure 12. An example of uniform crossover applied to binary-coded chromosomes.

parent 1 1 0 0 0 0 1 0

1 1 1 0 0 0 1parent 2

child 1

child 2

1 0 0 1 0 0 1

0 1 1 0 1 1 0

Figure 13. An example of single-point crossover between the third and fourth genes,
with a mutation rate of 0.01 applied to binary-coded chromosomes.

a subset of all possible offspring of two parents. This is because two parents can
only be crossed over at one point. For example, parent 1 and parent 2 are unable
to produce 1010011 because this would require more than one cut point. The above
evolutionary operators can be similarly applied to real-code representations (Dozier
et al . 2001). Here the alleles for each gene are taken from the set {0, 1, . . . , 9}. No
coding is necessary in this case.

(g) Uniform crossover

Another type of crossover used in many GAs is called uniform crossover (De Jong
& Spears 1993). In uniform crossover, the value of each gene of an offspring’s chro-
mosome is taken randomly from either parent. This process can be repeated to create
a second offspring. Uniform crossover is able to produce all possible offspring of two
parents. Notice in figure 12 that the value of each gene of child 1 has been taken
randomly from one of the corresponding genes of the parents. Also notice that child 1
could not have been created using single-point crossover.

(h) Mutation

In mutation, each gene of an offspring is mutated determined by pµ, the mutation
rate (Dozier et al . 2001). In figure 13, child 1 and child 2 are created via single-point
crossover and mutation. The cut point is between the third and fourth gene. Each
gene of each offspring is mutated with a mutation rate of 0.01. Notice that child 1 was
1000001 after parent 1 and parent 2 were crossed but had its fourth gene mutated,
making it 1001001. Similarly, child 2 was 1110010 after parent 1 and parent 2 were
crossed but had its first and fifth genes mutated, making it 0110110. Notice that,
even though the mutation rate is 0.01, it is possible for more than one gene to be
mutated because every gene is mutated with the same probability alleles of those
genes.
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(i) GA’s selection algorithm

Every GA has a sub procedure, called its selection algorithm (Dozier et al . 2001;
Fogel et al . 1966), which is used to select parents from the current population to be
mated with one another to create children that are then evaluated and included in
the next population of individuals.

The selection of an individual to become a parent is primarily based on fitness. The
better an individual’s fitness, the greater its chance of being selected to be a parent.
The rate at which a selection algorithm selects individuals with above-average fitness
is commonly referred to as its selective pressure (Yager & Zadeh 1992). The rate at
which individuals with below-average fitness are selected is commonly referred to
as the algorithm’s diversity of selection. If the selection algorithm does not provide
enough selective pressure, the population will fail to converge upon a solution. If
there is too much selective pressure, the population may not have enough diversity
and converge prematurely.

GA researchers have developed a variety of selection algorithms that provide the
type of harmony between selective pressure and diversity needed to enable GAs to
search efficiently and robustly. There are basically three types of selection algorithm:
proportionate selection, linear-rank selection, and tournament selection.

(i) Proportionate selection

In proportionate selection (Dozier et al . 2001), individuals are selected based on
their fitness relative to all other individuals in the population. Proportionate selection
works as follows. First, S, the sum of the fitness values of the individuals in the
population, is computed. Then a number, R, is randomly selected within the interval
[0 · · ·S]. Once R has been randomly selected, the fitnesses of individuals chosen at
random are added to an accumulator, T , until T � R. The individual whose fitness,
when added to T causes T � R, is selected to be a parent. To select another parent
another R is randomly selected, T is reset to zero, and the process is repeated.

This process of selecting parents is similar to spinning a roulette wheel to determine
which individual is chosen to be a parent. The better is an individual’s fitness then
the bigger the area of the roulette wheel that is taken up by the individual and the
greater the probability that it will be selected as a parent.

One advantage of using proportionate selection is that its selective pressure varies
with the distribution of fitness within a population. A disadvantage is that, as the
population converges upon a solution, the selective pressure decreases. This loss of
selective pressure may not allow the GA to find optimal solutions.

(j ) Linear-rank selection

In linear-rank selection (Dozier et al . 2001; Koza 1992), the current population of
individuals is first sorted from best to worst by order of the fitness they received from
the evaluation function. Then each individual in the population is assigned a new
fitness, called its subjective fitness (to distinguish it from the candidate solution’s raw
fitness which is often called its objective fitness), based on applying a linear-ranking
function to the rank of the individual within the current population. equation (4.1)
below is an example of a linear-ranking function where max and min represent the
maximum and minimum subjective fitness determined by the user, r is the rank of
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an individual, P is the population size and sf(r) is the subjective fitness assigned to
the individual ranked r in a population:

sf(r) = (P − r)(max −min)/(P − 1) + min . (4.1)

The slope of this linear-ranking function is (max−min)/(P −1). By assigning values
to max, min and P , the user is able to determine the slope of the linear-ranking
function, which in turn determines the selective pressure of linear-rank selection.

Once subjective fitness values are assigned to the individuals in a population, par-
ents are selected by spinning a roulette wheel similar to the roulette wheel used in
proportionate selection. An advantage of using linear-rank selection is that the selec-
tive pressure, once determined by the user, remains constant. However, a disadvan-
tage is that the population must be sorted. Another disadvantage is that individuals
with the same fitness will not have the same probability of being selected.

(i) Tournament selection

In tournament selection (Dozier et al . 2001; Koza 1992), one parent is selected
by randomly comparing b individuals in the current population and selecting the
individual with the best fitness. A second parent may be selected by repeating the
process. The selection pressure of tournament selection increases as b increases. Per-
haps the most widely used type of tournament selection method is that called binary
tournament selection. In binary tournament selection, b = 2. Of the three selection
algorithms presented, tournament selection is the most popular method because of
its simplicity.

(k) Generation gap

The generation gap (Dozier et al . 2001) is a real number between 0.0 and 1.0 that
represents the fraction of the current population that gets replaced by the offspring.
For example, let the population size be 20 and the generation gap be 1.0. This means
that, in each generation, 20 offspring will be created and that these 20 offspring will
replace the 20 individuals of the current population. When the generation gap is
somewhere between 0.0 and 1.0, it is necessary to determine which individuals in
the current population will die. Various approaches have been developed (Dozier et
al . 2001; De Jong & Spears 1993) for selecting which individuals will be allowed to
be present in the next population and which individuals will be replaced. The most
common, and probably the easiest, strategy is to replace the worst individuals of a
population. It is not uncommon to see GAs which only replace one or two individuals
per generation. These types of GAs are called steady-state GAs.

(l) Elitism

Elitism (Dozier et al . 2001) can also be considered as a real value between 0.0
and 1.0. This value represents the fraction of the best individuals of a population
that will not get selected to die. For example, if the population size is 20 and the
elitism is 0.1, the best two individuals of the current population do not get replaced.
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(m) Duplicates

Individuals that represent the same candidate solution are known as duplicate
individuals. It has been shown (Dozier et al . 2001) that eliminating duplicates
increases the efficiency of a genetic search and reduces the danger of premature
convergence.

(n) Genetic search

The simple genetic algorithm (SGA) (Dozier et al . 2001; Eshelman & Schaffer 1993;
Grefenstette 1986) is a well-known class of GA. SGAs are called simple because they
use a binary-coded representation, proportionate selection, single-point crossover,
mutation, a generation gap of 1.0, elitism of 0.0, and allow an unlimited number of
duplicates. Robust parameter settings (Whitley 1989) for population size, crossover,
and mutation are within the intervals of [20 . . . 50], [0.6 . . . 0.95] and [0.001 . . . 0.09].
In SGAs, once these parameters are set they remain static.

The schema theorem (Fogel 1995) has been used by many GA researchers (Dozier
et al . 2001; Grefenstette 1986; Bridges & Goldberg 1987) to explain the quick and
efficient search of SGAs and GAs in general. A schema is a similarity template that
resembles a chromosome with the value of each gene being either the ‘don’t care’ or
wildcard symbol, #, or a value from the set of alleles of that gene. Chromosomes
that belong to the set defined by a schema are called instances or representatives of
that schema. A schema has six properties: its base, its defining length, its order, the
number of instances it defines, the number of instances it defines within a population,
and the average fitness of the instances it defines within a population.

The base of a schema is the cardinality of the largest domain of values (or set
of alleles) for a variable (or gene) of a candidate solution (or chromosome). For
example, schemata represented by binary-coded chromosomes are base-2 schemata.
This means that each position of a base-2 schema can take on one of the three values
which make up its alphabet: the two values in the set of alleles for each gene and #.
In general, base n schemata represent chromosomes where the cardinality of the set
of alleles for each gene is n. This means that each position of a base n schema can
take on one of (n + 1) values, which make up its alphabet.

To illustrate the other five properties of schemata, let H = #1##10 be a base-2
schema with the alphabet {#, 0, 1}. The defining length of H, δ(H), is the distance
between the outermost no-wildcard values. The defining length of H is 6 − 2 = 4
because the outermost no-wildcard values correspond to the second and the sixth
positions when counting from left to right.

The order of a schema, o(H), is the number of no-wildcard symbols in the schema.
Here o(H) = 3. The number of instances of a schema is a function of its defining
length and order. A schema, H, represents exactly 2l−o(H) binary-coded instances
where l is the length of each chromosome. The number of instances of a schema,
denoted m(H, t), and the average fitness of those instances, denoted f(H, t), for
any population t are two properties of a schema that are dynamic. As individuals
of a population die and are replaced, the number of instances that some schemata
represent within a population may increase or decrease. As schemata gain and lose
instances, their average fitness will tend to fluctuate as well.

To demonstrate how SGAs search based on the schema theorem, let favg(t) rep-
resent the average fitness of all schemata with at least one instance in generation t,
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let pχ represent the rate that single-point crossover is used, and let pµ represent the
mutation rate. Also, assume that better individuals have larger fitness values assigned
to them. A selection algorithm that selects binary-coded individuals based on fitness
also implicitly selects schemata based on their average fitness. If an individual has
an above-average fitness, then that individual has an above-average chance of being
selected to reproduce. Similarly, if a schema has ‘better than average’ fitness then it
has a ‘better than average’ chance of being present in the next generation. Consider
an SGA with no genetic operators. The selection algorithm of this SGA selects a new
population from the old population. For example, if the population size were 20 then
the 20 parents selected would form the next population. Since SGAs allow dupli-
cates, a population would eventually evolve where every member is a duplicate. For
this SGA, we can predict the number of instances of schema H there will be in a
population at generation t + 1 by m(H, t + 1) = m(H, t)f(H, t)/favg(t).

The fraction f(H, t)/favg(t) represents the probability that an instance of H will
be selected to be a parent. Since better than average individuals have a better than
average chance of being selected to be a parent, let us suppose that at generation t
there is a schema, H, whose average fitness exceeds the average fitness of all schemata
within the population by some constant c (where c > 0). We can rewrite the previous
equation as m(H, t + 1) = m(H, t)(favg(t) + cfavg(t))/favg(t).

By factoring out favg(t) we can reduce the expression for m(H, t + 1) to
m(H, t + 1) = m(H, t)(1 + c). Now suppose that there is at least one instance of
H at generation t = 0. Then m(H, 0) > 0, and the equation for m(H, t + 1), shown
above, can be rewritten as m(H, t) = m(H, 0)(1 + c)t.

The above relation shows that a selection algorithm that selects individuals in
proportion to their fitness actually allocates exponentially increasing trials to above-
average schemata. In GAs, this process of allocating exponentially increasing trials
to above-average schemata is carried out for a large number of schemata at the same
time and is referred to as implicit parallelism (Dozier et al . 2001; Bridges & Goldberg
1987).

GAs need to use genetic operators in order to create new individuals; however,
genetic operators can disrupt schemata. A disrupted schema is one that loses time
instances due to the application of genetic operators. In order to predict how many
instances of a schema will be present in a population at generation t + 1, the proba-
bility that a schema does not get disrupted must be figured into the expression for
m(H, t + 1). Let pχ represent the crossover rate and let pµ represent the mutation
rate. The probability that schema H does not get disrupted by using single-point
crossover depends on the number of cut points within an individual’s chromosome,
δ(H), and pχ. A chromosome with l genes has l − 1 cut points. A schema is dis-
rupted via single-point crossover when a cut point is generated between its two
defining positions. The probability of H surviving single-point crossover, Sχ(H), is
Sχ(H) = 1 − [pχδ(H)/(l − 1)].

Mutation can also disrupt a schema when it changes the value of a no-wildcard
symbol within the schema. This depends on o(H) and pµ. The probability that H
will survive mutation, Sµ(H), is Sµ(H) = (1 − pµ)o(H).

By figuring the probability that a schema will not be disrupted by single-point
crossover and mutation into expression for m(H, t+1), we can predict a lower bound
on the number of instances of a schema that will be in the population at generation
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t + 1 by

m(H, t + 1) � m(H, t)f(H, t)
f(t)Sχ(H)Sµ(H)

.

This expression is called the schema theorem. It is also known as the fundamental
theorem of genetic algorithms. By observing the above inequality for m(H, t+1) more
closely one can see that some schemata have a greater probability of losing instances,
while others have a greater probability of gaining instances. In fact, one can see that
the schemata with the greatest probability of gaining instances are those schemata
that have a short defining length, a low order, and have an above-average fitness. This
observation forms the basis of what is known as the building-block hypothesis. This
hypothesis says that GAs converge upon solutions by actually building them from
the bottom up. The fundamental theorem of genetic algorithms shows how building
blocks of a particular problem can be placed together to build larger building blocks
ultimately resulting in the GA’s development of a solution.

Convergence using the schema theorem in genetic algorithms is still under investi-
gation. Unfortunately there is no mathematically sound proof of convergence or any
guarantee that they can obtain the global minimum (Haupt & Haupt 2000).

(o) Genetic programming

Genetic programming results from asking ‘how can computer programs learn to
solve problems without being explicitly programmed?’ (Dozier et al . 2001). According
to Koza (1992), the founder of genetic programming, allowing computers to seek
solutions in the form of programs is the basis for achieving non-explicit programming.

(i) Structure representation

The structures undergoing adaptation in genetic programming are noted as hierar-
chically formed programs (individuals represented in parse tree form), which dynam-
ically change size and shape. The set of possible structures in genetic programming is
primarily based on the set of all possible valid compositions that can be constructed
from a set of n problem-dependent functions from F = {f1, f2, . . . , fn} and the set
of n terminals from T = {t1, t2, . . . , tn}.

Arithmetic operations, conditional operators, mathematical and Boolean opera-
tions, or any defined functions specific to the problem may describe functions within
the function set. They may also refer to standard programming operations. Each
respective function takes a pre-specified number of arguments, primarily based upon
its operability, which can be either terminals or other functions.

Terminals within the terminal set may represent a variety of atoms that are gener-
ally problem dependent. These atoms are either represented in constant or variable
form. Generally, terminals can be viewed as the inputs to an as-yet-undiscovered
computer program.

Consider the function (F ) and terminal (T ) sets, F = {+,−,
√} and T =

{A, B, C, π}. The representation of a possible structure that may be generated from
these sets is shown in figure 14. We refer to this type of representation as a rooted
point-labelled tree with ordered branches. Note that the internal points in the tree
are denoted by functions, and the terminals denote the external points (leaves).
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Figure 14. Illustration of parse tree structure for (A + B) ∗ [
√

3.142 + B].

(ii) Closure and sufficiency

When determining the function and terminal sets, the satisfaction of closure and
sufficiency properties is desirable. The closure property requires that each element
which is a member of the chosen function set be able to accept any function or ter-
minal in their respective sets. More specifically, each function should be well defined.
In practical problems, however, this property is difficult to satisfy. Thus, special
approaches or provisions are frequently used to preserve closure. Consider a problem
where the division operator is present in the function set. One case, when zero is
randomly chosen as the divisor, is considered undefined. The use of a protected divi-
sion operator is a simple approach that effectively guarantees closure. Consequently,
when zero is encountered, the use of the operator automatically returns a value of
unity.

The second desirable property that should be satisfied is sufficiency. The terminal
and function sets chosen for a problem being capable of generating a solution to the
problem characterizes sufficiency. Expert knowledge of a particular problem generally
allows the user’s chosen sets to satisfy this requirement.

(iii) Fitness evaluation

The fitness measure for a given application can be described as the driving mecha-
nism for the evolutionary process. This measure basically determines the probability
of an individual surviving to the age of reproduction and successfully reproducing.
The nature of the fitness measure varies with the problem. Considering that it is fully
defined, the fitness measure should be capable of evaluating any individual that it
encounters within a run. Usually fitness is evaluated over a set of fitness cases that is
generally chosen to sufficiently represent the domain space. This serves as the basis
for generalizing evolved individuals to the entire search space.

(iv) Genetic operators

The initial populations in genetic programming are produced by randomly gen-
erating computer programs composed of functions and terminals appropriate to the
problem domain. Thus, the initial population is a blind search of the search space of
the problem represented as computer programs. However, breeding of successive gen-
erations is done by using three primary genetic operators: Darwinian reproduction,
crossover (sexual recombination), and mutation. The use of Darwinian reproduction
increases the probability of stronger individuals (programs having higher fitness)
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Figure 15. Crossover in genetic programming.

receiving multiple copies in the next generation, while the weaker individuals receive
fewer copies and eventually become extinct. The use of crossover provides variation
in the population by producing offspring that are essentially a product of genetic
material taken from their two parents. Figure 15 shows an example of this type of
recombination using the same function and terminal sets used in figure 14. Note that,
unlike the ordinary genetic algorithm, genetic programming allows the flexibility of
mating individuals to cross material at different points. This provides greater flexi-
bility in sampling the search space as well as enhancing the opportunity for genetic
programming to deliver some counterintuitive solutions.

Finally, to re-introduce diversity in a population that may tend to converge prema-
turely, the mutation operator is introduced. Mutation is implemented by performing
random alterations in the program structures.

5. Soft computing and artificial intelligence

The development of soft-computing tools and their applications to automatic con-
trol is now becoming well established. There are several journals dealing with this
topic, including Intelligent Automation and Soft Computing (http://wacong.com/
autosoft.html) by TSI Press, the Soft Computing Journal by Springer, and Compu-
tational Intelligence and Applications by Imperial College Press. The importance of
automatic control and the difficulty of achieving artificial intelligence will combine
to keep it an active and promising field of investigation.

This work was supported in part by NASA Grant NAG2-147.
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